IT360 Lab 9 Locks and Indexes


DUE: April 1, 2008, BEFORE start of lab

Part 1: This part of the lab should get you familiarized with transactions and concurrency-related problems. 

The questions in this lab are related to possible operations in an Online Store database. Of special interest for this lab are the following four tables:

PRODUCT(BarCode, ProductName, UnitPrice)

CUSTOMER (CustomerID, Phone, Email, FirstName, LastName)

SALE (SaleID, SaleDate, CustomerID, SaleTotal)

SALE_PRODUCT (SaleID, BarCode, Quantity, SaleUnitPrice)

Assume that the following three stored procedures can run concurrently in your application:

create_product:  creates new rows in PRODUCT table for the new products that will be sold in the store. This procedure uses only the PRODUCT table to insert new products.

create_modify_sale: records new or modifies existing customer sale and sale-product information. This procedure writes to the SALE and SALE_PRODUCT tables, but may be reading from the CUSTOMER and PRODUCT tables.

create_customer: records new customer data. This procedure uses only the CUSTOMER table to insert new customers. 

Write the answers to each of the following exercises in a file called yourlastname_Lab10.txt
1) Give an example of a possible dirty read among this group of stored procedures.

2) Give an example of a possible non-repeatable read among this group of stored procedures, or explain why a non-repeatable read cannot happen in this group of stored procedures.

3) Give an example of a possible phantom read among this group of stored procedures.

4) What transaction isolation level would you use for each of the three procedures above, and why?   For each procedure you should use the least restricted transaction isolation level that ensures correctness.

5) Write the code (in T-SQL, the language used by SQL Server for stored procedures and triggers) for the create_product stored procedure that inserts one row into the PRODUCT table. The input parameters are the product barcode, the product name and the price. Make sure you declare the transaction boundaries and the transaction isolation level you determined appropriate in Exercise 4. Look in Chapter 11 of the Kroenke textbook or online slides for the Triggers and Stored Procedures lecture for examples of stored procedures. 

In short, the commands used in T-SQL to start, abort or commit a transaction in SQL Server are:

BEGIN TRANSACTION, 

ROLLBACK and respectively 

COMMIT. 

To set the transaction isolation level, you can use 

SET TRANSACTION ISOLATION LEVEL xxx

Where xxx is one of the following:

READ UNCOMMITED

READ COMMITED 

REPETABLE READ

SERIALIZABLE

Part 2: This part should get you familiarized with indexing and query efficiency as well as importing a table with data from a .cvs file. 

6) Consider a disk with:

· average seek time of 10 milliseconds

· average rotational delay of 4 milliseconds

· transfer time of 1 milliseconds/page 

· Page size = 4096 bytes 

Consider a table with 200,000 rows of 100 bytes each. The table is stored on disk such that no row spans 2 pages.

a. Compute the number of pages needed to store the entire table on disk

b. Compute the time (in seconds) needed to read all rows sequentially

c. Compute the time (in seconds) needed to read all rows in some random order

7) In class we discussed the “next” concept of arranging blocks of data on disk to minimize the access time. The “next” concept discussed was based on the assumption that only one disk head is able to read/write at any given time. How would you arrange the blocks of data on disk if all the disk heads would be able to read/write in parallel? 

8) How many clustered indexes can be created for a table R with 4 columns? Justify your answer.

· Connect to your SQL Server database: Run( All Programs ( Microsoft SQL Server 2005 ( SQL Server Management Studio( select cs-sqlsrvr.cs.usna.edu as server, SQL Authentication as authentication method, mXXXXXX as user and enter your password.

· Open a new query. Make sure the default database is your own, not ‘master’.

· Consider a table with the following schema 

StudentsEnroll(StudentID, CourseID, ACYearEnd, Semester). Execute the following CREATE TABLE statement to create the table in your SQL Server database. 


CREATE TABLE StudentsEnroll(

StudentID char(6) NOT NULL,

CourseID char(6) NOT NULL,

AcYearEnd int NOT NULL,

Semester char(6) NOT NULL,

CONSTRAINT PK_StudentsEnroll PRIMARY KEY(StudentID, CourseID)

)

· The file StudentsEnrollData.csv has been posted on the server for you to use to upload data into the table.  Use the following BULK INSERT statement to populate your database.

BULK INSERT StudentsEnroll



FROM 'd:\inetpub\it360\data\StudentsEnrollData.csv'



WITH(




FIELDTERMINATOR = ',',




ROWTERMINATOR = '\n'



) 

To check that everything went well, execute a “SELECT * FROM StudentsEnroll”. You should see all the data in your table.

9) From the “Query” menu, select “Include Actual Query Execution Plan” and “Include Client Statistics”. Then, execute the following query, and look at the execution plan used by the database system to find the answer to your query:

SELECT CourseID, Count(*) AS NumStudents


FROM StudentsEnroll


WHERE ACYearEnd = 2008 and Semester = ‘SPRING’


GROUP BY CourseID

a.) What are the first two steps used by the database system to answer the query? (Look at the query execution plan, starting with the right side) 

b.) What was the time needed to complete the query? (Look at the “Total execution time” in “Client Statistics” tab of the results pane)

c.) Re-execute the above select statement three times, and report the average time.

10) What index (if any) would you create to improve the efficiency of the following query.  Justify your answer.

SELECT CourseID, Count(*) AS NumStudents


FROM StudentsEnroll


WHERE ACYearEnd = 2008 and Semester = ‘SPRING’


GROUP BY CourseID

a.) Write the SQL statement to create the above index in SQL Server. Execute the statement in SQL Server. 

b.) Execute again the query

SELECT CourseID, Count(*) AS NumStudents


FROM StudentsEnroll


WHERE ACYearEnd = 2008 and Semester = ‘SPRING’


GROUP BY CourseID

c.) What are the first two steps used by the database system to answer the query now? (Look at the query execution plan, starting with the right side) If the database did not use the index you just created, try to explain why.  

d.) What was the time needed to complete the query? (Look at the “Total execution time” in “Client Statistics” tab of the results pane) If the execution time is higher than the execution time you obtained in 9c., try to explain why. 

If you created the correct index, the query execution plan you see in 10a. should use the index you created, and the execution time you get in 10c.should be lower than the execution time you obtained in 9c.

Turn in (due before start of lab on April 1, 2008):

Electronic:

1. Upload yourlastname_Lab9.txt with all your answers to the Lab 9 assignment on the blackboard. 
Hard-copies:

1. The completed assignment coversheet. Your comments will help us improve the course.

2. A hard copy of your yourlastname_Lab9.txt  containing the answers for each exercise. 

